CONTENTdm Backup Procedures

cah – 2004-21-04

Old Procedure

Originally, the procedure in place for Picturing the Cayuse involved having three versions of the collection at all times.  Two of these versions were named with distinct extensions: -wk, and –bak.  The third version was just the name of the collection itself.

When this procedure was active, the Moorhouse-wk collection was our workspace.  The Moorhouse collection was meant to be the public version of the collection, while Moorhouse-bak was a backup of the public collection before the latest changes.

Over time, it became clear that Moorhouse-wk was actually serving as the public view of the collection while also being actively edited.  One reason for this was that the backup procedure was only being executed monthly, so any web development activities or public presentations of the collection referenced the working collection.  The second reason is that this collection was registered with WorldCat for inclusion in their MARC record harvesting initiative.

This backup procedure was abandoned in December 2003.

Abandoning this first procedure was probably for the best.  There are many other layers of backup that occur regularly, and adding redundancy to our data within a single server does not serve as a protection against hardware malfunction on that server.  Rather, this particular backup method served the purpose of protecting us from user error and enabling the restoration of data in the event of a large quantity of erroneous data entry.  This same protection can be provided by other backup procedures already in place or being developed.

Tiff, JPEG and XML Archiving

Long term archival copies of image files and exported metadata are stored in collection specific archive folders on Ambrosia.  At present, initial scans are placed in working directories on Poison.  In the future, this production workflow will utilize “working” folders on Ambrosia to lessen the impact on Poison’s storage capacity.  Access permissions on the current archive folders are tightly controlled.  These working folders will be more widely accessible within the library, with permissions that mirror the current production environment on Poison.

Ideally, Tiff files should be moved to Ambrosia as soon as production work is completed and the resulting objects have been cataloged.  In many cases, the actual transfer doesn’t occur until file space on Poison is running out.  For each photographic image, there are two tiffs: an archived tiff that represents the original scan, prior to photo-editing and revision; and a production tiff that is saved immediately before the image dimensions and resolution are reduced for compression.  The JPEG files are copied to Ambrosia at the same time as the Tiffs, although the source files on Poison are not deleted since they do not cause a burden on the file system.  For images of textual documents, there are also two copies of each tiff.  The first copy is a two-tone black and white scan used to generate OCR text.  The second is either 8-bit Grayscale or 24/48-bit RGB depending on the whether the source document is in color.  The second copy is edited for presentation and compressed to JPEG format.  At present, edited Tiffs are not produced for archival purposes, although this decision could be reconsidered.

The archived JPEG files do not include the “Property of University of Oregon Libraries” banding because CONTENTdm generates this portion of the image.  The image thumbnails are also generated by CONTENTdm at the time of acquisition and are currently not archived.  The banded versions of presentation JPEGs and the thumbnails could easily be added to the Ambrosia archiving workflow.

In addition to the image files, periodic metadata exports are made from the system.  Although these are currently stored locally, it would be wise to include these in the archival folders on Ambrosia as well.

Tape Backup

As with all of our servers, both Ambrosia and Libweb (where Boundless resides) are backed up to tape bi-weekly.  These full backups cycle across four sets of tape for each server, and are overwritten every 6 to 8 weeks.  The second most recent full backup is stored off-site at the Science Library.

Incremental Backup

In addition to the bi-weekly full backups, Systems runs nightly incremental backups to disc.  These backups reflect daily changes to the file systems on Libweb and Ambrosia.  Any new file added and any existing file edited since the last incremental backup is copied during this procedure.  On average, daily changes to a file are available for a week, since incremental backups are removed after each full backup.

In the case of errors or problems with the images or metadata for a collection on boundless, the corrupt files could be restored from the incremental backups.  As long as the problem is discovered within a week or two of its occurrence, no more than a weeks worth of further development of the collection will be lost.

Additional Full CONTENTdm Backup

Beginning in March 2004, the entirety of the Content directory is being gathered as a .tar file and exported to another system.  This should occur on a monthly or bi-monthly basis, or when significant developments to the collections or the user interface are made.  Initially, this archive file was saved to Ambrosia.  When MDLS gets access to a 100 mb/s switch, these backups will be saved to a local machine in MDLS.  They could additionally be burned to CD at certain intervals.  Perhaps annually, or when a collection is considered complete.

XML Backup

Another layer of backup, should there be corruption in both the tape backups and archival tarballs, is periodic XML backup.  MDLS exports all metadata from each collection monthly and stores a copy on a local machine.  Exports are done in both XML and tab-delimited format.

In the event that there is a problem with libweb, the tape and incremental backups, and the tar files, a corrupt collection could be restored from a metadata backups and the jpeg files on Ambrosia and / or Poison.  

Conclusion

The backup procedures for libweb provide a variety of sources from which collections could be restored in the event of data corruption or user error.  The most significant pieces of intellectual effort that go into building a CONTENTdm collection are the cataloging and the scanning / image revision process.  The cataloging is thoroughly backed up through the procedures outlined above, and a loss of data on boundless could probably be recovered from.

Due to the size and number of the archived tiffs on Ambrosia, it is far more difficult to achieve many levels of redundancy for these files.  The tape and incremental backups are the best we can do given our existing resources.  These do provide us with a number of snapshots of the MSU at various points in time, although there is a lack of true long-term archival tape.  The backups represent at best 2 months’ worth of changes to the files.  In the event that corruption to these files went unnoticed for a longer time frame, the corrupt files would be present in all backup copies.  At present, there is no automated means of tracking file corruption.  Hardware failures are generally catastrophic and readily apparent, while corruption related to user error may or may not be discovered through use of the images.  The phenomenon of ‘bit-rot’ is an unknown quantity at this point.  The implementation of an md5 checksum routine, or of a software package such as TripWire would provide an automated system for monitoring file integrity and should be seriously considered as collections continue to grow and age.

Long-term archival tapes for Ambrosia and for future Mass Storage Units should still be considered.  A solution to this problem may be implemented in the near future.

